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Abstract

This white paper focuses on the philosophy underlying PowerMAX OS for utilizing a symmetric multiprocessor for real-time applications.  This operating system uses a unique approach to utilizing the power and flexibility of symmetric multiprocessing to deliver superior determinism in execution while maintaining superior I/O throughput.  In addition, the symmetric multiprocessor approach creates a program development environment that is easier to use when an application requires multiple processors to accomplish its task.

Advantages of Symmetric Multiprocessing

A symmetric multiprocessor (SMP) is defined as a set of processors that share a common pool of memory.  The memory must be equally accessible to each of the processors.  A single copy of the operating system controls task execution on the SMP system.  Data structures that maintain task status and control information must reside in shared memory that is equally accessible to all processors.

There are several advantages that a symmetric multiprocessor architecture provides for programming multi-process real-time applications including the following:

- SMP allows N highest priorities within the system

- Combined determinism and I/O throughput

- Inter-task communication is location transparent

- Efficient inter-task communication

- Debug tools provide a single system view

- Task migration allows load balancing

Sections follow, which fully describe each of these bullet items.  The first two items in this list are specific to real-time applications, so before discussing the advantages of SMP, we will define the class of real-time applications being discussed in this paper.

A definition of “real-time”

A real-time application is defined as one that responds to external events within a defined deadline.  A real-time application correctly behaves only when it meets the deadlines that are imposed by the requirements of the application.  An operating system that meets the needs of real-time applications must allow an application to meet its deadlines.  The class of applications targeted by Concurrent’s PowerMAX OS, require four fundamental properties from the operating system:

· Fast response to an external interrupt

· Deterministic program execution

· High I/O throughput

· Efficient and deterministic inter-task communication

External interrupts are the mechanism for signaling the occurrence of some real world event.  The operating system formulates a response to an interrupt by scheduling a program for execution.  A fast response to such events is the first step in meeting a real-time application’s needs.  It is then important that the program, which will facilitate a response to the real world event, be provided a deterministic environment for its execution.  For purposes of discussion in this paper, an operation is considered deterministic if the amount of time required to perform it can be reliably predicted.  Deterministic execution is required so that the application can formulate a response to the real world event within the real-time deadline in all cases.

The class of real-time applications targeted by PowerMAX OS, are complex applications that are composed of multiple cooperating tasks.  Because these tasks must cooperate to complete the application’s job, efficient inter-task communication is an important component of the operating system.

Often times, these applications have the requirement that I/O operations be treated as a critical component of the application’s response time.  The application has not properly responded to an external event until the application has issued and completed one or more I/O operations.  For this reason, I/O throughput is also critical for this class of real-time application.

N Highest Priority Tasks

A real-time operating system is not concerned with fairness in sharing the resources of the system, but instead grants the highest priority programs as much of the system’s resources as they are able to use.  For example, execution time on the processor is one such resource.  In a real-time system, the order of program execution is strictly enforced according to the priority of the program.  The highest priority program is allowed to run and utilize the CPU for as long as it has work to perform.  

One of the most difficult jobs for the designer of complex multi-task real-time applications is to assign priorities to the various tasks of the application such that all work can be performed within the allotted time deadline.

In a multiprocessor machine, there are multiple processors for scheduling programs.  This means that there is more than one “highest priority” program in the system that can be allowed unlimited access to a processor.  Multiple tasks can be scheduled on separate processors and one task per processor can be assigned the highest priority.  When a real-time application is composed of multiple tasks, this simplifies the application design by reducing the need to make trade-offs in selecting the priorities of the highest priority tasks.

Determinism vs. I/O throughput

The largest source of non-deterministic program execution in any type of computer system is external interrupts.  Interrupts can occur at any point in time during a program’s execution and can preempt program execution for as little as 50 microseconds to as much as several milliseconds.  An interrupt is always scheduled at a higher priority than any program level execution, so even interrupts associated with low priority processes can affect the execution of a high priority process.  A real-time kernel makes every attempt to minimize the length of its interrupt service routines.  However, even when the time spent at interrupt level has been minimized – the delays caused by processing interrupts are generally unacceptable in a hard real-time environment.  

Figure 1 below shows how interrupt service routines impact the execution of a high priority real-time process.  The bar that represents the execution time for the application is interrupted at two instances by interrupt routines.  This means that the total time for executing the application code is stretched.
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One trick commonly used to minimize the impact of interrupt service routines is known as ‘interrupt stubs.’  This is a special technique for coding device interrupt service routines, which requires specialized support in the operating system.  The amount of code executed at interrupt level is limited to a simple device interaction which will acknowledge the interrupt and prevent the device from re-interrupting when the processor returns from interrupt level.  The interrupt service routine also sets a flag indicating that a secondary interrupt routine must run to fully process the interrupt.  This secondary interrupt routine is a program level entity, which is scheduled according to the same priority scheme as other application programs.  Using this trick, it is possible to schedule the highest priority real-time tasks at a higher priority than the bulk of the interrupt service routines.  This provides a more deterministic environment for the highest priority tasks.

Figure 2 below shows how the interrupt stub technique lessens the amount of non-determinism caused by interrupt service routines.  In this case the interrupt stubs still cause small amounts of perturbation to the execution of the application.  The amount of time taken away from the execution of the highest priority process by interrupt activity is minimized and thus, there is only a small amount of non-determinism introduced to the execution time of the real-time process.








While the interrupt stub technique works fine for reducing non-determinism in the execution of a user application, this technique has an undesirable side effect.  That is, the servicing of device interrupts has been postponed.  To achieve the best I/O throughput to a device, it is important that when the device completes an I/O operation, the next I/O operation is started as quickly as possible.  Devices signal completion of an I/O operation through interrupts.  If there is a queue of pending I/O operations, the next I/O operation is started immediately at interrupt level.  When using the interrupt stub technique, the next I/O operation is not started until later, when the real interrupt routine is finally able to run.  

The amount of delay in starting the next I/O operation is dependent upon the application.  The more processing done at real-time priority levels, the longer the delay in running the true interrupt service routine and the more impact there will be on I/O throughput.  In figure two one can see this fact illustrated.  The longer the line representing application execution time, the longer the response to an I/O interrupt will be delayed.  When I/O throughput is an important component of the real-time application, the interrupt stub technique burdens the application developer with an impossible trade-off between determinism for his high priority tasks and getting good response time to his I/O devices.

The use of a symmetric multiprocessor (SMP) architecture, which has the ability to route interrupts to particular processors, allows an interrupt handling implementation that achieves both determinism and high I/O throughput.  In this case, interrupts can be routed to one processor, while other processor(s) are dedicated to the execution of the application’s highest priority real-time tasks.  Figure 3 shows the same scenario of two interrupts occurring while a high priority real-time task is executing.  Because these activities occur on separate processors, there is no interference between interrupts and the application’s execution time.  

The processor where the application executes is known as a shielded processor – because it is shielded from interrupt activity.  Equally important, the I/O interrupts are allowed to execute to completion at the time that these interrupts occur.  This allows device response to be completed as quickly as possible and provides the best possible I/O throughput on the system.









It should be noted that PowerMAX OS also supports the interrupt stub technique on option.  Each device driver has associated configuration parameters for enabling an “interrupt daemon”.  An interrupt daemon is a program-level entity that performs the bulk of the work normally done at interrupt level.  When determinism is critical on a processor where a device interrupt is received, and the I/O throughput to that device can be sacrificed, then the interrupt daemon can be enabled to minimize the length of time spent executing at interrupt level for this device.  This option allows an application developer to minimize interference from interrupts when no processor is available for off-loading the full interrupt service routine.

Inter-task Communication is Location Transparent

Assigning tasks to processors depends upon performance predictions and the resources required by each task.  Often times the task distribution design decisions made in the early part of a project need to be modified once a system is closer to being operational and performance of each task is better understood. 

In an SMP system, where a single copy of the operating system controls the entire system, the name space for inter-task communication facilities is maintained by a single entity.  It is a simple matter for the operating system to present a single name space for inter-task communication objects, while the actual processor assignments of the various tasks is hidden from the application behind this name space.  When writing application source code that involves inter-task communication, all tasks can be considered to be executing on the same processor.  Changing the processor assignments of the tasks on an SMP system requires no changes to the inter-task communication source code, since the operating system monitors the location of each task.

This is a very different programming environment from one where multiple copies of the operating system are used for each processor.  In this case, inter-task communication between tasks executing on separate processors must usually specify that the task exists on a different processor.  If the inter-task communication mechanisms offered by the operating system require the programmer to specify the processor where the task is executing, then changing the processor assignment of tasks is a difficult process that involves modifying application source code.

Efficient Inter-task Communication

Because the operating system uses shared memory for shared data and the structures that control inter-task communication, inter-task communication can be performed with minimal overhead.  This is because shared data is equally accessible to all tasks, regardless of their processor assignment.  This allows the operating system to minimize data copying and to very efficiently track the location of all tasks.

This is in marked contrast to a programming environment where multiple copies of the operating system must be used to control multiple processors.  When multiple copies of an operating system must be used, the system takes on the characteristics of a distributed multiprocessing architecture, where inter-task communication must be coordinated via messages.  When this type of system provides location transparency in its inter-task communication facilities, the overhead for inter-task communication is even greater.  This is because there is now a need to first discover where a task is executing, before inter-task communication can commence.

Debug Tools Provide a Single System View

Tools used to debug applications under PowerMAX OS provide a single system view of all tasks executing on the multiple processors of an SMP system.  Many of these tools are cognizant of the processor assigned for execution so, for example, they allow the programmer to modify attributes such as the processor assignment.  Here are some examples of how the single system view, provided by the Concurrent real-time SMP tool set, assists the application developer:

· NightTrace, the software logic analyzer, allows the user to visualize application behavior for tasks that are executing on separate processors and shows how tasks on separate processors interact with one another.  This allows the application developer to solve complex timing issues that can arise in multiprocessor applications.

· NightView, the program debugger, has a feature that allows the user to halt the execution of multiple programs when one program hits a breakpoint.  It is able to stop these programs regardless of the processor to which they are assigned.  

· NightSim, the frequency-based scheduler allows the user to schedule tasks that run according to a periodic scheduling pattern.  Processor assignment can be easily modified for performance tuning and resource balancing.

When multitple copies of the operating system are required for controlling multiple processors, it is often the case that the user must also use multiple invocations of the tool set for debugging programs on separate processors.  In this case, the tool cannot be used to change processor assignment attributes and has limited use for coordinated access to tasks running on separate processors.

Tools that provide an integrated view of the system and require a single invocation of a tool to control programs on separate processors provide a far more intuitive and easier to use debug environment for debugging programs on multiple processors.

Task Migration Allows Load Balancing

When a single copy of the operating system controls multiple processors, it is possible for the operating system to effect simple policies that balance the load by migrating processes.  Often times the developer of a real-time application will want to have static task to processor assignments, allowing him to guarantee worst case system behavior.  Therefore, a real-time operating system such as PowerMAX OS also allows the application developer a means to bind tasks to particular processors.

Multithreading Issues

When a single copy of the operating system is used to control multiple processors, simultaneous access by more than one process to shared structures must be prevented.  This protection is required to prevent operating system data structures from becoming corrupted.  Such protection is accomplished by multi-threading the code, that is, adding locks which must be acquired when accessing shared data.

The locking strategy used to protect shared structures is critical to the performance of the system.  It is possible to protect shared structures by simply having a single global lock, which is locked when a process makes a system call.  While this would protect data from corruption, performance would suffer considerably, since only a single process at a time could execute in the kernel and parallel execution could only occur at user-level.  At the other extreme is a strategy that uses a separate lock for each item of shared data.  In this case, performance is slowed by the need to acquire many locks during the course of a single system call.  Neither of these extremes is employed in practice, since they provide a multiprocessing implementation with poor performance.  However, these concepts are presented here to show an exaggerated view of the difference in potential multithreading strategies.  The locking strategies employed by a real-time system and a general-purpose system lie between these two extremes however, each is closer to one end of the spectrum of locking strategy. 

A general-purpose operating system would use a minimal locking strategy.  Enough locks must be used to allow code to be executed in parallel, but there is little reason to be concerned about holding locks for periods of time that are less than several milliseconds.  This style of multi-threading is known as coarse-grained.  It provides optimal performance in a general-purpose computer system.

In a real-time system, it is very important that a high priority process be able to preempt the execution of a low priority process as quickly and efficiently as possible.  A process that holds certain types of locks must prevent itself from being preempted while holding the lock.  This means that the maximum lock hold time is a part of the worst case preemption delay.  Therefore it is crucial that lock hold time be minimized in a real-time system.  Real-time systems employ more locks than general-purpose systems and careful attention must be paid to the worst case hold time on the locks.  This type of multi-threading is known as fine-grained.

PowerMAX OS is a fine-grained, multi-threading implementation where the maximum time that preemption is delayed is 150 microseconds.  This allows for a worst case preemption time of less than 200 microseconds.

Conclusion

PowerMAX OS is a true SMP operating system that supports application execution on multiple processors via a single copy of the operating system code and data structures.   This has been shown to offer many benefits in terms of performance and ease of use.  One of the most critical benefits of this implementation is that it allows real-time applications to attain both deterministic execution and high I/O throughput.  In addition, the locking strategy allows for minimal preemption delay when a high priority real-time process is made ready to run.
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Figure 1: Non-determinism on a Uni-processor
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Figure 2: Interrupt Stubs on a Uni-processor
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Figure 3: Shielded processor on an SMP system
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